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Abstract

Large language model (LLM) inference has become the dominant cost centre of modern Al
deployment, yet the hardware running it, GPUs optimized for high-throughput floating-point
training, carries far more arithmetic capability than the workload actually needs. Ternary
neural networks, in which each weight takes a value in {—1, 0, 41} (three states, requiring
just 1.58 bit to encode), eliminate multiplication from the weight-activation computation and
reduce weight memory by up to 16x relative to 16-bit floating point (FP16), the standard
precision for GPU inference. A growing body of work has demonstrated that ternary and binary
models achieve accuracy competitive with full-precision counterparts, from research-scale
models to real 27-billion-parameter deployments, all while delivering substantial energy savings
on commodity hardware and all without custom silicon. TernaryNet advances this line of
work with purpose-built silicon whose entire datapath is designed around the ternary compute
primitive, unlocking efficiency that general-purpose accelerators are structurally unable to
capture. This paper presents the rationale for ternary inference, situates TernaryNet’s
approach relative to the state of the art in ternary modeling, and argues that ternary is the
correct substrate for LLM, VLM, and VLA inference at scale.
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Introduction: The Cost Wall of LLM Inference

The economics of large language models have shifted. Training a frontier model remains
an expensive, infrequent event. Running it continuously, at scale, across millions of users, has
become the dominant cost. Inference now accounts for the majority of operational Al spending
at large deployments, and that fraction grows as adoption widens.

The scale of the opportunity reflects the scale of the challenge. The global Al inference
market was valued at approximately $97 billion in 2024 and is projected to reach $254 billion by
2030, growing at a compound annual rate of 17.5% [1]. Cloud inference alone represents a total
addressable market of $500 billion by 2028.

Inference is Memory-Bound

This cost problem has a specific physical cause. During the autoregressive decode phase,
generating one token at a time, the bottleneck is not arithmetic throughput. It is the rate at
which weight matrices and the KV cache (the key-value cache that stores past attention states)
can be streamed from memory to compute. On modern accelerators, arithmetic units sit idle
waiting for data. Every dollar spent on more FLOPs (floating-point operations) is largely wasted;
every byte reduced from weight storage is a direct latency and energy win.

A 70B-parameter model in FP16 (16-bit floating point, the standard inference precision
on most accelerators) occupies roughly 140 GB of memory. At typical HBM (high-bandwidth
memory) bandwidths, streaming those weights to compute a single decode step takes hundreds
of microseconds, and that step repeats for every generated token. At 10000 tokens/request and
millions of requests per day, this memory-streaming cost dominates the total energy bill.

The Hardware Mismatch

The GPUs (graphics processing units) that run inference today were designed for training,
which demands dense floating-point matrix operations at maximum throughput, large register
files, deep pipelines, and high-precision multiplier arrays. For inference on a quantized or
sparsified model, most of that hardware is structurally idle. A conventional GPU devotes roughly
70 % of its die area and power to FP32 (32-bit floating point) and FP16 arithmetic units that
ternary inference does not use.

Purpose-built inference silicon fundamentally shifts this tradeoff. If the arithmetic operation
the model actually needs is add, subtract, or skip (rather than full multiply-accumulate), then
a chip designed around that primitive can be far smaller, far more energy-efficient, and carry
dramatically more weight capacity per watt. This is TernaryNet’s central thesis, founded on a
correct implementation of that arithmetic.

Why Ternary is the Ideal Precision for Inference

The Transformer at Inference Time

A transformer processes an input by repeatedly applying two types of operations: attention,
which routes information between token positions using queries, keys, and values; and feed-
forward (FFN) layers, which apply learned non-linear transformations position-wise. In a
standard decoder-only large language model (LLM), both attention projections and FFN weight
matrices are large, hundreds of millions to hundreds of billions of parameters, and must be read
from memory on every forward pass.

At inference, these weight matrices are fized: they are read but never written, and their sole
function is to be multiplied against activations.



2 WHY TERNARY IS THE IDEAL PRECISION FOR INFERENCE TernaryNet

The Precision Reduction Trend

The AI community has steadily reduced weight precision with little accuracy loss at each
step:

« FP32 — FP16/BF16 (bfloat16): standard practice since 2017; negligible accuracy loss,
2x memory reduction.

« FP16 — INTS8 (8-bit integer): now routine via post-training quantization (PTQ) or
quantization-aware training (QAT); small accuracy penalty, another 2x memory reduction.

o« INT8 — INT4 (4-bit integer): achievable with careful calibration on most models;
modest accuracy trade-off, further 2x reduction.

o INT4 — ternary (W1.58): the frontier, requiring native low-bit training; accuracy
competitive with full precision at matched parameter counts [4].

Each step reduces the memory footprint of the model and, because inference is memory-bound,
translates directly into lower latency and lower energy per token.

Why INTS is Still Expensive

INTS8 weights still require multiply-accumulate (MAC) hardware. An INT8 x INTS8 multiply
produces a 16-bit product before accumulation. MAC arrays consume significant die area and
dynamic power: at 45 nm, an 8-bit integer multiply costs approximately 0.2 pJ versus 0.03 pJ for
an 8-bit integer add, and the gap widens further for wider formats such as FP16 (Table 1). They
are present on every modern accelerator precisely because FP and INT multiplication is common
in training and INTS inference.

Table 1: Energy cost per arithmetic operation, by precision (45 nm process). Source: [2].

Precision Multiply (pJ) Add (pJ)

INTS 0.20 0.03
FP16 1.10 0.40

When weights are ternary, multiplication disappears entirely. The hardware can be rebuilt
from scratch around a far cheaper primitive. INTS8 is a useful step on the precision ladder,
since it moves computation from floating-point to fixed-point arithmetic; ternary is a different
architectural regime entirely, because it removes multiplication from the datapath rather than
simply narrowing it.

Why Not Binary?

Given the hardware benefits ternary already provides over INT8, the natural question is why
not go further still and adopt pure binary weights, restricted to {—1,+1} with no zero state.
The reason is accuracy degradation. Pure binary inference uses XNOR (exclusive-NOR) and
popcount (bit-counting) operations; ternary does not, because the zero state breaks the XNOR
structure. The zero state is precisely what recovers the accuracy that binary loses, because it
allows the network to represent a no-op weight, which is essential for approximating diverse
weight distributions. The zero state has also been shown to provide a hardware efficiency benefit
in some accelerator designs, not only an accuracy one: because zero-valued weights suppress
switching activity in the compute datapath, a real ternary ASIC has been measured to consume
less energy per inference than an equivalent binary design on the same architecture (Table 2) [7].

This difference is visible in how each approach scales with model size. The original 1-bit
BitNet work showed that pure binary weights follow a scaling law similar in shape to full-precision
Transformers, but the accuracy gap narrows only gradually and does not close within the model
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Table 2: Measured energy per inference on the same 22 nm CMOS accelerator architecture. Source: [7].

Precision Energy per inference (nJ) TOp/s/W

Ternary 2.8 399
Binary 44 248

sizes tested [11]. BitNet b1.58’s ternary weights follow the same general trend but close that
gap entirely by 3B parameters, matching full-precision perplexity and end-task performance at
matched model size (Table 3) [4]. Because binary weights are a strict subset of the ternary case,
TernaryNet’s hardware runs binary models natively as well (Section 5); the focus throughout
this paper remains on ternary, since it is the additional zero state that recovers the accuracy
binary otherwise gives up.

What Ternary Actually Is
Weights, Values, and Bit-Width

A ternary neural network restricts each weight to one of three values:

we{-1, 0, +1}

Three states require logy 3 ~ 1.58 bits of information to represent, giving rise to the shorthand
1.58-bit weights. The dominant recipe, introduced by Microsoft’s BitNet b1.58 and refined
by follow-on training methods such as Tequila [3], uses ternary weights with 8-bit integer
activations, a scheme written W1.58A8. It is important to be precise about this point, since
activations are not ternary. The forward pass is a mixed-precision general matrix multiply
(mpGEMM) between ternary weight matrices and INTS8 activation vectors.

Arithmetic Without Multipliers

The consequence of the three-state constraint is that multiplication disappears from the
weight-activation product entirely. For a weight w and activation a:

+a ifw=+1
w-a=+{ —qa ifw=-1
0 ifw=0 (skip)

An entire matrix multiplication over ternary weights reduces to accumulate, negate, or skip,
with no multipliers required.

+a
N
P
W
accumulate
.. w=—1
activation a > —a
@\\0
skip > (no-op)

Figure 1: Ternary weight—activation product: add, subtract, or skip. No multiplier is needed at any step.

Figure 1 captures the hardware thesis in a single image, showing how a multiplier array can
be replaced with sign-select logic and an accumulator. The operation maps naturally to adders
and lookup tables, exactly the primitives that custom silicon can pack at high density.
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Quantization Schemes

In practice, ternary weight matrices are produced by rounding each weight to the nearest
element of {—1,0,+1}. Because this discards most of the original magnitude information,
typically we add scale factors to recover this loss. A typical method is to first divide the weights
by their mean absolute value before rounding; the resulting scale factor « is stored in higher
precision (e.g., FP16) so that magnitude can be recovered during dequantization. Activations
are typically quantized per token to INTS8 by rounding each value to the nearest representable
integer. Because activation magnitudes vary significantly from token to token, each token’s
activations are typically divided by their maximum absolute value before rounding, so that the
full INTS8 range is used and dynamic range is preserved. The result is a kernel where the bulk of
computation is integer accumulation over packed ternary weights, with a small number of FP16
scale multiplications applied at the output.

The Ternary Model Landscape and the Case for Silicon

Ternary and binary large language models can be produced along several distinct paths:
training a model from scratch under a low-bit constraint (native low-bit training); continuing to
train an existing pretrained model under that constraint (quantization-aware fine-tuning); and
converting an already-trained model’s weights to low-bit form with no further training at all,
either using a calibration dataset to tune scale factors and clipping ranges (calibrated post-training
quantization, or PTQ) or a fixed closed-form rule with no calibration data (uncalibrated PTQ)
(Section 6). Microsoft Research’s BitNet b1.58 pioneered native low-bit training and remains
the natural point of comparison, thanks to its open weights and a growing body of independent
research. Tequila refines the same native-training recipe, and PrismML’s Bonsai demonstrates a
form of post-hoc quantization at 27-billion-parameter scale; PrismML has not disclosed which of
the above techniques, or what combination, its proprietary transform uses. All three are model-
or training-level contributions; none touches the hardware layer. That is where TernaryNet’s
silicon fits, and this section explains why the gap between algorithmic progress and purpose-built
silicon persists regardless of which of these paths produced the checkpoint.

Native Low-Bit Training: BitNet b1.58 and Tequila

Microsoft Research’s BitNet b1.58 [4] introduced native low-bit training for transformers.
Rather than quantizing a finished FP16 model after training, BitNet replaces standard nn.Linear
layers with BitLinear layers that quantize weights and activations during the forward pass and
apply Straight-Through Estimation (STE) through the quantizer during backpropagation.

The key results (Table 3):

Table 3: Zero-shot accuracy: BitNet b1.58 vs. LLaMA at matched sizes. Tasks: ARC-Easy (ARCe),
ARC-Challenge (ARCc), HellaSwag (HS), BoolQ (BQ), OpenBookQA (0Q), PIQA (PQ), WinoGrande
(WGe), Average. Source: [4].

Model Size. ARCe ARCc HS BQ 0Q PQ WGe Avg
LLaMA 700M  54.7 23.0 370 60.0 202 689 54.8 455
BitNet b1.58 700M 51.8 21.4 35.1 58.2 20.0 68.1 55.2 44.3
LLaMA 1.3B 56.9 235 385 59.1 216 70.0 53.9 46.2
BitNet b1.58 1.3B 54.9 24.2 37.7 56.7 19.6 68.8 558 454
LLaMA 3B 62.1 25.6 43.3 61.8 246 721 58.2 49.7

BitNet b1.58 3B 614 28.3 42,9 61.5 26.6 71.5 59.3 50.2
BitNet b1.58 3.9B 64.2 28.7 44.2 63.5 24.2 73.2 60.5 51.2

At 3B parameters, BitNet b1.58 exceeds LLaMA’s average zero-shot accuracy. The 3.9B
variant achieves 51.2 average versus LLaMA 3B at 49.7, with fewer than 30% more parameters,
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and at a fraction of the weight memory.

On a CPU (central processing unit) via bitnet.cpp, ternary models achieve 1.5-5 x higher
throughput than 1lama.cpp at equivalent model size, with 55-70 % lower energy per token [4, 6].
These are measured results on commodity hardware with no custom silicon.

Tequila [3] refines this same STE-based training recipe by addressing deadzone trapping:
weights quantized to zero during training receive noisy, uninformative gradients and can become
permanently stuck near the quantization boundary, capping achievable accuracy. Tequila
reactivates these weights as a small, precomputable bias term rather than forcing them out of
the deadzone, adding under 0.1 % inference overhead. On LLaMA-3.2 at 1B and 3B parameters,
this closes most of the remaining gap to full-precision BF16 accuracy while training on only
10 billion tokens, versus the 100 billion to 4 trillion tokens used by comparable native-training
baselines, and matches BitNet’s roughly 3 x CPU inference speedup via the same multiplication-
free lookup-table technique [6]. Like BitNet, Tequila is a training-time and inference-kernel
contribution targeting CPUs; it introduces no custom hardware.

Quantizing a Pretrained Model

An alternative path avoids native training altogether. PrismML’s Bonsai [5] takes an existing
pretrained 27-billion-parameter model (Qwen3.6-27B) and quantizes it into a ternary (1.71 bit
effective) or binary (1.125 bit effective) representation through a proprietary quantization process,
rather than training from scratch. Across a 15-benchmark suite spanning reasoning, mathematics,
coding, and tool use, the ternary conversion retains approximately 94.6 % of the FP16 baseline’s
average score at roughly 9.4 x smaller weight memory; the binary conversion retains approximately
89.5 % at roughly 14.2 x smaller memory [5]. Table 4 breaks this down by category: retention is
highest on mathematics and coding, and lowest on vision and instruction following.

Table 4: Bonsai 27B benchmark retention by category, versus its FP16 base model. PrismML’s
quantization transform converts the same base model (Qwen3.6-27B) to ternary (1.71 bit/weight, 5.9 GB)
or binary (1.125bit/weight, 3.9 GB) without a full retraining run. 15-benchmark suite, thinking mode,
EvalScope + vLLM on Nvidia H100. Source: [5].

Category FP16 Ternary Binary
Knowledge & reasoning  83.15 76.96 73.39
Mathematics 95.33 93.40 91.66
Coding 88.74 85.96 81.88
Instruction following 78.47 71.77 65.74
Agentic / tool calling 80.00 74.01 66.03
Vision 72.61 65.19 59.57

Overall (15 tasks) 85.07 80.49 76.11

Bonsai is deployed entirely on existing consumer hardware, Apple Silicon laptops and phones
via custom MLX kernels, and commodity Nvidia GPUs via CUDA kernels, reaching 26 tokens/s
(ternary) and 44 tokens/s (binary) decode on an Apple M5 Pro laptop, and 11 tokens/s (binary
only; the larger ternary model does not fit typical phone memory budgets) on an iPhone 17 Pro
Max [5]. Bonsai demonstrates that the conversion path scales to large, practically useful models,
but like BitNet and Tequila, it is a software and model release with no custom silicon: every
result above runs on general-purpose CPU, GPU, or NPU (neural processing unit) hardware.

The Common Limit: General-Purpose Hardware

Across both paths to a ternary model, native training or post-training quantization of a
pretrained model, deployment today happens exclusively on general-purpose hardware. What
none of these efforts can do on CPUs, GPUs, or mobile NPUs is fully exploit the structural
simplification of the arithmetic itself.
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A CPU running bitnet.cpp or Tequila’s lookup-table kernel still issues load instructions,
unpacks packed weights, and runs accumulation through general-purpose registers. The absence of
multiplication saves energy relative to FP16, but the instruction overhead and memory hierarchy
remain unchanged. Apple’s MLX runtime, used by Bonsai on laptops and phones, and a GPU
running a ternary kernel, both still route data through hardware, an NPU’s fixed-function units
or a GPU’s multipliers (clamped to 1 or 0 in the ternary case), that was designed for a different,
more general workload.

An FPGA can implement a cleaner ternary datapath. TernaryNet’s current prototype,
running on an Alveo U50 FPGA, achieves 85 tokens/s prefill and 48 tokens/s generation on the
Microsoft BitNet 2B model at 75 W [8]. An FP16 implementation of the same model on the same
FPGA reaches only 20 tokens/s prefill and 12 tokens/s generation, with an end-to-end latency
of 10.9s versus 3.3s for the ternary datapath [8]. The design is still under active optimization.
Even at this early stage, the numbers validate the datapath, which is built around a hand-placed
ternary multiply-free accumulator operating at low power.

TernaryNet’s Differentiation

Purpose-built ASIC (application-specific integrated circuit) silicon removes the remaining
inefficiencies, regardless of whether the ternary or binary checkpoint it runs came from native
training (BitNet, Tequila) or quantization of a pretrained model (Bonsai): the datapath processes
{=1,0,4+1} weights identically no matter how they were produced. TernaryNet’s differentiation
relative to model- and training-level work on CPU/GPU/NPU is:

1. Custom ternary datapath at scale. Processing-in-memory (PIM) architecture with
20 x higher density than conventional GEMM (general matrix multiply) units, with all
weights resident on-chip and no off-chip weight streaming during decode.

2. Capacity moat. For the same physical memory footprint, ternary’s 1.58-bit weights
allow approximately 2.5 x more parameters to be stored than FP4, the densest format
supported by the Nvidia B200, or approximately 5 x more than INT8, the common inference
format. This lets entire large models, or many simultaneous smaller models, reside on-chip,
eliminating the memory-streaming bottleneck that dominates decode latency on GPU-class
hardware.

3. Low power. Projected operating power of 2.4 kW per accelerator versus 12kW for the
B200, a 5 x reduction, enabling higher rack density and materially lower operating cost [9].

4. VLA latency. For vision-language-action (VLA) models in robotics, where inference
latency under 50 ms is required for real-time control, ternary’s bit-width advantage supports
hosting substantially larger models than GPUs at equivalent decode latency, though the
achievable multiple depends on closing the memory bandwidth gap to GPU-class levels
(Section 7).

BitNet, Tequila, and Bonsai demonstrate that ternary and binary models are viable, at

growing scale and through different construction paths. TernaryNet supplies the silicon required
to realize their theoretical efficiency gains in practice.

Advantages of Ternary Models

The benefits of ternary weights compound across the stack. Each applies most strongly at the
memory-bound regime of autoregressive decode, which is the workload that dominates deployed
inference cost.
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Memory: The Primary Win

An FP16 weight requires 16 bits. A ternary weight, packed efficiently, requires approximately
1.58 bits, a theoretical compression of 10 x. In practice, packing two ternary weights per byte
(with a small overhead for scale factors) yields effective storage of 10-16x less memory than
FP16 at matched parameter count.

The consequence for model capacity is dramatic. Table 5 compares weight storage for a
representative 70B-parameter model:

Table 5: Weight memory for a 70B-parameter model at different precisions.

Precision Weight memory Notes

FP16 140 GB Standard serving today

INTS 70GB Common PTQ target

INT4 35GB  GPTQ / AWQ range

W1.58 (ternary) 9-14GB W1.58A8 with packed storage

Because decode is memory-bandwidth-limited, this reduction translates nearly linearly into
latency and energy improvement per token. Smaller weights also mean a larger effective model
fits within a fixed memory budget: for example, a 300B-parameter ternary model can occupy
the same chip that would hold a 20B FP16 model.

Compute: Multiplier-Free Accumulation

Removing multiplication from the weight-activation product reduces per-operation energy
substantially: a multiply-accumulate unit for INTS8 dissipates significantly more energy than a
simple conditional add/subtract, and the gap widens further for wider formats such as FP16
(Table 1, Section 2). At the scale of hundreds of billions of operations per inference step, this
difference accumulates to a large fraction of total chip power.

On a CPU, bitnet.cpp demonstrates 55-70 % lower energy per token than llama.cpp for
models between 700M and 70B parameters [4]. On purpose-built silicon without the overhead
of a general-purpose instruction set, the energy reduction per token is expected to be larger
still, though TernaryNet has not yet published a measured joules-per-token figure for its own
hardware; this figure will be published once TernaryNet’s own hardware is available for testing.

Hardware Affinity: What Silicon Can Exploit

The arithmetic primitive that ternary exposes (conditional accumulate) maps to a handful
of logic gates. A ternary processing element (PE) needs: a 2-bit weight register (or its packed
equivalent), a comparator, two paths (add, subtract), and an accumulator. No DSP (digital
signal processor) block, no multiplier, no wide operand bus. Because binary ({—1,+1}) weights
are a strict subset of the ternary case, the same PE runs binary models natively simply by never
triggering the zero-skip path, with no additional hardware required. The same primitive could,
in principle, be extended toward higher-precision weights by composing multiple ternary digits
within a single PE; TernaryNet has not committed to this as a supported mode, and it remains
an architectural possibility rather than a current product feature. The accelerator’s separate
BF16 array (Section 7) provides headroom for higher-precision computation where it is needed,
such as attention and KV-cache handling, giving the platform some flexibility beyond its ternary
core without diluting its focus [10].

This allows custom silicon to:

e Pack far more PEs per unit area than a GPU MAC array.

e Reduce PE power to the point where thousands can operate in parallel within a low thermal
envelope.
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o Place weight storage immediately adjacent to compute (processing-in-memory), eliminating
the energy cost of routing weight data across long on-chip buses.

o Skip zero-valued weights entirely rather than merely computing them cheaply: the zero
state introduces genuine sparsity into the weight matrix itself (a consequence of ternary
quantization, not a general property of transformers), and a PE that detects w = 0 can
skip the read, the accumulate, and the associated memory access altogether.

GPUs cannot restructure around this primitive without abandoning their general-purpose
floating-point capability. This constitutes the structural moat, because ternary’s efficiency gains
cannot be replicated on a GPU through a firmware update; they are a consequence of the
underlying arithmetic hardware itself.

Training and Accuracy

Native Low-Bit Training, Fine-Tuning, and Post-Training Quantization

There are several paths to a ternary model.

Post-training quantization (PTQ) takes a pretrained FP16 model and converts its weights
to {—1,0,+1} with no further training. Calibrated PT() uses a small calibration dataset to tune
per-channel scale factors and clipping ranges before rounding; uncalibrated PT(Q applies a fixed
closed-form rule, such as dividing by the mean absolute value, with no calibration data at all.
The advantage of either variant is that any existing model can be targeted with no additional
training compute. The disadvantage is a larger accuracy gap, because the model was trained
to use full precision, and forcing weights to three values after the fact discards information the
training procedure assumed was available. PTQ to ternary is feasible but harder to recover
from than PTQ to INT4 or INT8. PrismML’s Bonsai [5] shows that a more sophisticated,
proprietary quantization process can substantially narrow this gap even at 27-billion-parameter
scale, retaining approximately 95% of full-precision benchmark performance without training
from scratch; PrismML has not disclosed whether this process involves calibration, additional
fine-tuning, or some other combination, and full accuracy parity with native training remains
the more conservative claim (Section 4).

Quantization-aware fine-tuning sits between PT(Q and full native training: rather than
starting from a random initialisation, it continues training an existing pretrained model under
the low-bit constraint for a further, typically much shorter, training run. This recovers more
accuracy than PTQ alone, at the cost of some additional training compute that PTQ does not
require.

Native low-bit training (QAT-style), the approach used by BitNet b1.58, trains from
scratch with ternary weights in the forward pass and Straight-Through Estimation (STE) through
the quantizer in backpropagation. Because the model never learns to rely on high-precision
weights, the accuracy gap is much smaller. Tequila [3] refines this recipe further, closing most of
the remaining gap to full-precision accuracy at a fraction of the training data (Section 4). The
accuracy results in Table 3 (Section 4) are from natively trained models.

TernaryNet currently runs pre-trained ternary checkpoints, such as BitNet b1.58, directly
on its hardware. The underlying ternary datapath (Section 5) processes any {—1,0,+1} weight
matrix identically regardless of whether it originated from native training or quantization of a
pretrained model, though TernaryNet’s own accuracy verification to date (below) covers natively
trained checkpoints only. Native low-bit training from scratch, following the same QAT-style
recipe, is planned for future TernaryNet-trained models.

The Real Training Challenges

Native ternary training involves three well-understood difficulties:

10
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1. Straight-Through Estimation (STE). The ternary quantizer is a step function, so its
true gradient is zero almost everywhere. STE approximates the gradient as if the quantizer
were the identity function during backpropagation. This is an approximation, and it
introduces noise into the gradient signal that must be compensated by careful learning rate
scheduling and initialisation.

2. Training stability. At low precision, small weight perturbations can cause large activation
changes. Techniques such as learnable per-layer scale factors, careful normalisation (e.g.,
SubLN or RMSNorm), and warm-up schedules are needed to maintain stable loss curves
throughout training.

3. Accuracy recovery at scale. The accuracy gap between ternary and full-precision models
tends to shrink as model size increases. At sub-1B scales the gap is noticeable; at 3B and
above, BitNet b1.58 matches or exceeds equivalently sized full-precision models on standard
benchmarks (Table 3). This “ternary scaling law” is a key reason that large-model ternary
inference is well-motivated.

Attention is Not Ternarised

A common misconception is that ternary quantization applies to all parts of the transformer.
It does not, at least not without accuracy cost. Attention weights (queries, keys, values, and
their projections) and the KV cache are retained at higher precision (INT8 or FP16) in BitNet’s
native training recipe, which targets the linear and FFN weight matrices specifically. This is not
a fundamental limit: a separate body of research targets these components directly, for example
TurboQuant for KV cache quantization down to 2-3 bit per channel [12] and Atom for low-bit
quantization of the attention projections themselves [13]. The ternary win discussed in this paper
is in the large weight matrices of the linear and FFN layers, which account for the majority
of parameters and memory. TernaryNet’s architecture handles attention and KV-cache traffic
separately; the details are covered in the companion architecture whitepaper.

Accuracy Qualification

We do not claim universal accuracy parity with full-precision models across all tasks and
scales. The published evidence (Section 4) shows parity at 3B+ parameters on standard NLP
(natural language processing) benchmarks for natively trained models. TernaryNet has verified
that running these pretrained checkpoints on its own hardware preserves this published accuracy,
with no additional degradation introduced by deployment. For deployment, we recommend
benchmark validation on the target task before production use, as is standard practice for any
quantized model.

Applications

The efficiency properties of ternary inference (smaller footprint, lower energy, and on-chip
weight residency) are most decisive in three deployment contexts: dense cloud inference, on-
premise / edge deployment, and real-time physical Al

Cloud and Data-Centre Inference

At scale, the dominant cost metric is cost per token. A ternary accelerator, whose weights
require roughly one-tenth the memory of an equivalent FP16 model, can hold a model that
would otherwise require multiple separate HBM-equipped GPU nodes in FP16. Fewer nodes
means lower capex, lower rack power, and fewer network hops between shards, reducing both
operational expense and latency variance.

Workloads that benefit directly include:

e Conversational Al and customer-facing chat at high request volume.
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o Retrieval-augmented generation (RAG) pipelines where low decode latency is required to
sustain real-time interaction with the user.

e Summarisation, translation, and classification at batch scale.

o Visual question answering (VQA) and image captioning via VLM (vision-language model)
inference, where vision encoder outputs feed into the same ternary linear layers.

On-Premise and Edge

Enterprise and government operators increasingly require inference to run on-premise, whether
for data residency, regulatory compliance, or air-gapped environments where cloud APIs (ap-
plication programming interfaces) are not acceptable. The combination of low projected power
draw (2.4kW versus 12kW for a B200) [9] and roughly 2.5 x the parameter density of FP4,
the B200’s densest supported format, means a meaningful model can run in a standard server
slot without specialist cooling infrastructure. High-end individual and small-team deployments
similarly benefit from the power efficiency.

Robotics and Vision-Language-Action Models

The most demanding inference workload for latency is physical AI: vision-language-action
(VLA) models that take image and language inputs and emit control actions for a robotic system.
Real-time control requires end-to-end inference latency below 50 ms per step; latencies above
200 ms are too slow for smooth closed-loop manipulation.

State-of-the-art VLA models such as mp-FAST have 3.3 billion parameters (a 3B PaliGemma
vision-language backbone plus a 300M action expert). This is a workload size where GPU
hardware, optimised for throughput rather than latency, struggles to meet real-time requirements
at batch size 1.

A streaming architecture version of TernaryNet’s accelerator, keeping all model weights
resident on-chip, would be well suited to exactly this regime, and with 20 x higher weight
density than conventional GEMM units it can physically hold far larger models on-chip than
7o-FAST requires. A roofline analysis (batch 1, 256-token prompt matching PaliGemma’s SigL.IP
image-token count) [10] shows that this bit-width advantage alone supports a model 10 x larger
than my-FAST at equivalent decode latency versus an FP16 GPU baseline, or 5 x larger versus
a realistic INT8 baseline, provided bandwidth is comparable between the two systems. At the
ternary hardware’s currently modeled 460 GB/s (current modelling uses HBM2e for external
memory, but this is subject to change) versus an H100’s 3072 GB/s, the achievable multiple
narrows to roughly 1.5 x; closing that bandwidth gap toward GPU-class levels is a separate
engineering bet from the arithmetic advantage itself, though a lower-bandwidth memory tier also
carries a substantially lower cost per gigabyte than the HBM3-class memory used in GPU-class
accelerators.

Applications include:

e Industrial manipulation and assembly line robotics.

o Precision agriculture (real-time crop assessment and harvesting).

Healthcare and laboratory automation.

Defence and autonomous systems requiring on-board, low-power inference.

e Consumer humanoid robots performing unstructured household tasks.

Conclusion

Inference is the dominant cost of deployed AlI, and that cost is driven by a specific physical
bottleneck, the need to stream large weight matrices from memory to compute. Ternary neural
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networks attack this bottleneck directly. By restricting weights to {—1,0, +1}, they reduce weight
storage by up to 16x, eliminate multipliers from the compute path, and expose an arithmetic
primitive (add, subtract, or skip) that custom silicon can exploit at densities and power levels
that general-purpose hardware cannot match.

Microsoft’s BitNet b1.58 established that ternary models, trained natively at low precision,
achieve accuracy competitive with full-precision counterparts at 3B parameters and above;
throughput gains of 1.5-5x and energy reductions of 55-70 % are measurable today on commodity
CPUs [4, 6]. Follow-on work has extended this in two directions: Tequila improves training
efficiency and accuracy within the same native-training recipe, and PrismML’s Bonsai shows
that quantizing an existing pretrained model, rather than training from scratch, can reach 27
billion parameters while retaining approximately 95% of full-precision accuracy on consumer
hardware. These are all results without purpose-built silicon.

TernaryNet is building the silicon. An FPGA prototype on the Alveo U50 already runs BitNet
2B at 85 tokens/s prefill and 48 tokens/s generation at 75 W. The planned production accelerator
(a projected 2.4kW operating power [9], PCle (Peripheral Component Interconnect Express)
Gen4/5) is designed to let the full capacity of ternary efficiency materialise in a deployable,
rack-compatible form factor.

The case for ternary inference is not speculative, the model results exist, the hardware
primitive is sound and what remains is scaling the silicon to production.

Learn more: https://www.ternarynet.com
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